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Abstract

In data centers, advanced networking technologies such as remote direct memory
access (RDMA) have emerged to cope with increasing requirements in low latency
and high bandwidth for various types of applications (microservices, big data,
deep learning). Tech giants such as Microsoft and Alibaba rely on them and
invest in studying how to maximize their potential. The goal of this thesis is
to allow unmodified applications to benefit from such technologies. To achieve
this, we propose a middleware approach in which dedicated proxies abstract the
specificities of communication mediums. In our approach, application components
communicate via these proxies, allowing the integration of accelerated networking
solutions into the proxies independently from the application. The assembly and
management of these proxies constitute the service mesh architecture. We integrate
our approach with Envoy, a widely-used proxy used in the Istio service mesh. We
evaluated the performance of our solution, comparing it with the default TCP-based
communication for memcached, a high-performance database cache layer used in
many latency-sensitive applications. Our results demonstrate that our solution can
significantly benefit latency-sensitive applications, providing a latency reduction of
up to 20-25% for certain workloads.
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Chapter 1

Introduction

In this chapter, we introduce the context in which our work fits and the problem
we want to solve. We then discuss what might prove challenging, and what results
we can expect from our contributions.

1.1 Background and motivations
In the context of large-scale cloud applications, the micro-service architecture has
appeared as an alternative to the monolithic architecture, bringing key advantages
along the way.

Micro-services were designed to solve the scalability challenges faced by mono-
lithic architectures. Indeed, in a monolith, all components of an application are
tightly integrated into a single codebase, deployed, and scaled together [40] [1].
With a micro-service architecture, the application is split into a set of small and
interconnected services interacting with each other, as shown in Figure 1.1.

Figure 1.1: Example of services interaction

This configuration allows better agility and flexibility as each service can be
developed and maintained independently from the others [8]. This increases the
development speed of the application as developers’ teams can be assigned to
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different services, which enables them to deliver new features and functionality
faster [20]. Furthermore, each of these services can be deployed and scaled on differ-
ent servers, which allows individual services to be scaled independently, providing
greater flexibility and efficiency [7], as shown in Figure 1.2.

Figure 1.2: Example of deployment

The micro-services architecture has been adopted by many industry giants,
such as Netflix, Amazon, and Uber. However, this architecture comes with its
own set of challenges. Indeed, a function call in a monolith becomes an API
call over a network in a micro-services architecture [8]. This brings additional
complexity, as there is now a communication that could for example be encrypted
and monitored. Additionally, this is now possible that a single API call induces
a cascade of complementary calls between multiple micro-services. Figure 1.3
illustrates the cascade triggered by a specific API call in the Uber micro-services
architecture.

Figure 1.3: Uber micro-services architecture1

1Reprinted from https://www.jrebel.com/blog/microservices-resilience-patterns
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To overcome the complexity added by the need for micro-services orchestration,
service meshes have been introduced. Drawing from the core concept of micro-
services, which consists to split an application into different, mostly independent
components, a service mesh separates the management of the communication from
the application code. One could say that it abstracts the network away from the
services [44] [31]. When using a service mesh, each micro-service is now equipped
with a proxy, that manages its communication with other services. The proxy then
handles the networking aspect and may use another network transport or act as a
middlebox (e.g. for encryption). Moreover, a service mesh allows the orchestration
of the proxies and provides features such as load balancing, observability, and
security. Remarkably, these benefits are obtained without having to modify the
application code. Figure 1.4 illustrates the use of proxies managed from a global
control plane to abstract cross-cutting concerns from the services.

Figure 1.4: Service mesh illustration2

As the service mesh architecture abstracts the communication from the applica-
tion, one can tune the communication at the level of the service mesh layer [31],
and optimize networking performance. Achieving the optimization of the communi-
cation on the proxies/service mesh allows decoupling it from the application. It
is consistent with the philosophy of the service mesh architecture: abstract the
communication away from the micro-services. This comes with advantages that we
describe below.

2Reprinted from https://servicemesh.es/
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• Reusability and simplicity of the network communication optimiza-
tion: If the optimization was implemented at the application level, it would
need to be implemented multiple times (once for each micro-service). This
would make the implementation of optimization more difficult. Moving the
optimization to the proxies allows us to implement it once only.

• Simplicity of the application: A service mesh takes care of cross-cutting
concerns for the application so that the application code only implements
the business logic. The optimization of communication can be seen as one
such concern.

• Global optimality: When using a service mesh, the fleet of proxies is
managed globally from some control plane. When implementing an optimiza-
tion, this global view can be of use when using some constrained resources.
Based on that view, proxies can be given appropriate configurations so that
some global optimum is reached. As opposed to that, an application-specific
optimization does not benefit from that global view, preventing meaningful
tuning. Indeed, while a distributed coordination would not be impossible, it
would be complex and slow to react. Additionally, the application would not
know the existence of other applications. A service mesh overcomes these
limitations.

1.2 Problem statement
As stated before, proxies allow using advanced networking technologies without
changing the code of the services. The goal of this thesis is therefore to allow non-
modified applications to benefit from the latest advances in networking technology
such as kernel bypass networking. In this way, applications could benefit from
the performance improvement induced by such technologies while taking full
advantage of service meshes. It would be particularly interesting for the scenario
shown in Figure 1.3 where we observe that a single API call induces a cascade of
complementary calls between multiple micro-services as it is replicated for each
service-to-service communication. In this setting, we argue that a networking
enhancement for each proxy-to-proxy communication could significantly decrease
the overall request latency experienced by clients.

For this purpose, we will integrate and evaluate a kernel bypass networking
feature on Envoy [10], a real industrial system currently used by many big companies
(Google, Amazon, Netflix, Uber). Envoy is a well-known service proxy technology
deployed on top of Istio [19], one of the most popular service mesh. It is designed
for high performance, is open-source, and has a huge code base that is maintained
every day by an active community.
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We expect to face challenges due to the fact that kernel bypass networking and
especially in the context of proxies and service meshes is still a recent research and
hot topic. From a technical standpoint, such technology requires specific hardware
(i.e. network interface card) that we are provided. Furthermore, as Envoy is a huge
project, we have to get a deep understanding of it in order to integrate our own
feature. In the end, we expect our contributions to act as a Proof of Concept to
validate the feasibility of implementing kernel bypass in a service mesh context and
the performance gain of such an approach for real application systems. On that
basis, we think that our contribution has the potential to open the door to future
research on advanced proxy-to-proxy communication.

9



Chapter 2

Background and related work

Before describing our solution, it is important to detail the underlying concepts
that allowed us to reach this solution. In this chapter, we present the state of the
art of topics such as service meshes and kernel bypass networking.

2.1 Service meshes
In this section, we describe what are service meshes [31] [29] [44], how they are
structured, which features they enable, some service mesh technologies, and the set
of limitations they face.

2.1.1 General concepts
Definition: A service mesh is a specialized infrastructure layer designed to
manage communication between services in a micro-services architecture. Its
primary role is to ensure the transmission of requests across the network of services
that constitute a contemporary, cloud-native application. In practical terms, the
service mesh is commonly deployed as a collection of lightweight network proxies,
operating alongside the application code without requiring the application to have
explicit knowledge of their presence [31].

Proxy: As proxies constitute the heart of service meshes, we will describe what
they are, their roles, and some proxy technologies. Generally speaking, a proxy is
an intermediate server or software application that acts as an intermediary between
a client and a server. Requests sent by the client are intercepted by the proxy and
forwarded to the server. The same principle applies to responses from the server.
This configuration is shown in Figure 2.1.
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Figure 2.1: Proxy in action1

A proxy can serve various purposes:
• Caching: Caching client’s requests on the proxy allows to speed up the

processing of future requests and reduces the amount of traffic transmitted
over the network.

• Load balancing: The proxy can distribute the client traffic among multiple
instances of the server, which improves the scalability and reliability of the
service.

• Security: The proxy can act as a security layer between the client and the
server by hiding the client’s personal information (e.g. IP). It may also act
as a firewall and provides content filtering by blocking particular types of
requests and by providing authentication mechanisms.

• Protocol conversion: When intercepting requests, the proxy can convert
some network protocols into others (e.g. translation between HTTP and
HTTPS).

We describe some well-known proxy technologies:
• Envoy [10] [28] is an open-source service proxy originally created by Lyft and

written in C++. As mentioned previously, Envoy is designed for the service
mesh architecture and acts as the data plane of Istio. Some key features of
Envoy are that it is self-contained, designed for high performance, and has a
small memory footprint. Furthermore, Envoy is intended to be a universal
data plane as it can deal with any application protocol (e.g. HTTP/1.1,
HTTP/2, gRPC). Additionally, it provides advanced load balancing features,
robust APIs, and observability.

• Linkerd [32] is an open-source service mesh for cloud-native applications.
The Linkerd proxy, developed in Rust, is part of the Linkerd architecture.
Linkerd provides advanced resilience and observability features. It also adds
mutual TLS for all TCP communication without needing configuration.

1Reprinted from https://www.computerscience.gcse.guru/theory/proxy-servers
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Architecture: The architecture of a service mesh can be decomposed into two
layers: the control plane and the data plane. Starting from the bottom, we have
the applications formed of the micro-services deployed in containers. The first layer
is the data plane which consists of the service proxies. Each proxy is associated
with a micro-service and they are now responsible for the communication between
micro-services. This pattern is called a “sidecar” pattern. The second layer is
the control plane, which allows configuring the data plane and centralizing the
collected metrics from service proxies. Any change in the control plane configuration
will quickly be distributed to the data plane. Figure 2.2 represents the service
architecture and its different components.

Figure 2.2: Service Mesh Architecture2

Features: The addition of service proxies enables some key features that we
describe below.

• Monitoring: Data plane proxies are able to measure network metrics such
as latency, throughput, and error rate. The control plane can then easily
centralize this information. There are two major benefits to making measure-
ments through the proxy. First, there is no need to modify the code of the
micro-service. Second, making measurements at the proxy level gives a good
impression of what an external client could see in a real-case scenario.

2Hanna Prinz and Eberhard Wolff [44]
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• Resilience: Micro-services can fail and this should not compromise the
correct micro-services calling them. Indeed, a correct micro-service should
always be able to respond without blocking. Otherwise, it would block other
micro-services calling it, which would produce a cascade of errors. To deal
with that potential issue, a mechanism known as “circuit breakers” cuts off
some parts of the system when failures are detected. In other terms, they
break the chain of faulty micro-services from the others to avoid a cascade of
errors. Again, a service mesh allows using this mechanism without having
to modify the code of services. Proxies can also implement retry/back-off
mechanisms to provide high resilience.

• Routing: Routing policies can easily be configured on the control plane and
applied on the data plane. For instance, routing can be used to perform load
balancing between multiple instances of a micro-service. Routing mechanisms
can vary from simple ones such as round robin, to more complex ones which
consider the latency and the state of the instances.

• Security, authentication and access control: Traffic between proxies can
easily be encrypted but is it not necessarily the case for the traffic between
the micro-service and its dedicated proxy. Fortunately, most of the time
the micro-service and the proxy run on the same machine so there is no
need to encrypt that traffic. A service mesh can implement encryption and
confidentiality transparently. Regarding access control, the control plane can
establish rules to prohibit some micro-services to communicate with others.
It is also able to define rules to prevent access to some specified resources
within the service itself. Regarding authentication, the control plane can be
configured to allow mechanisms such as mutual TLS (mTLS). Its purpose is to
authenticate services and ensure that only trusted services can communicate
with each other, avoiding potential malicious services from infecting the
network. The control plane can easily configure certificates and keys to
enable mTLS authentication. A service mesh also helps at authenticating
clients before they can get access to services, using mechanisms such as OAuth
and JSON Web Tokens.

• Service discovery: A network of micro-services usually changes dynamically
over time. Some instances are shut down, some others are deployed. Their
states and locations also change over time. A service mesh allows to keep
track of new instances as well as removed ones easily so that requests can
still correctly be performed across the network.

Istio [19]: Developed by Google and IBM, this is considered as the most popular
service mesh. It provides all the features mentioned above. At the data plane level,
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Istio uses Envoy. For the control plane, it is unified in a single process, istiod,
which interacts most of the time with Kubernetes. Istio also integrates famous
tools such as Prometheus (monitoring tool), Grafana (observability tool), Jaeger
(tracing tool), and Kiali (service mesh dashboard).

2.1.2 Limitations and challenges
A service mesh represents an additional layer that comes on top of a micro-service
architecture, so it is no surprise that it induces some challenges and limitations.
We describe the main ones below.

Overhead: With the addition of service proxies, the communication goes through
more hops, resulting in higher latency compared to proxy-less communication. This
overhead can be an issue for high-performance applications in need of very low
latency. There is also an overhead in terms of CPU and memory usage as the
service mesh infrastructure needs to be run itself. [44] [54]. The overhead of service
meshes is the limitation we will study in-depth and we dedicate the next section to
it.

Adaptability: A service mesh needs to be able to deal with various cloud
orchestration platforms. It should be highly extensible, configurable, and pluggable.

Availability: A service mesh should be highly available to guarantee the proper
functioning of the network (it should provide high resilience).

2.1.3 Overhead
In this section, we report results from the literature [54] and measures made on Istio
on the overhead induced by a service mesh. We first quantify the overhead. We
then identify the sources of the overhead and compare them. Finally, we mention
some optimizations from the literature [54] to attempt to reduce this overhead.

Study from Istio: The Istio community measured the overhead of Istio 1.11.4
for different payload sizes and HTTP/1.1 protocol3. After running 1000 services
and 2000 sidecar proxies with 70,000 mesh-wide requests per second on Istio 1.11.4,
their results showed a request latency overhead of 2.65 ms for the 90th percentile
latency compared to the situation without the service mesh.

3https://istio.io/v1.11/docs/ops/deployment/performance-and-scalability/
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Study from literature: In the literature, Xiangfeng Zhu et al. [54] have studied
the overhead of a services mesh and its impact on two metrics: the request latency
and the number of (virtual) CPU cores consumed.

Across two popular benchmarks, the authors reported an increase of 30-185% in
request latency and 41-92% in CPU usage when deploying a service mesh on top of
the micro-service architecture. For instance, the authors observed that for a quarter
of applications of a large infrastructure, an increase of 100 ms in latency and 200
more virtual CPU cores were consumed when deploying Envoy proxies. Note that
these measurements were performed in a lightly/moderately loaded system (to
avoid unpredictable effects such as contention), and results may vary depending on
the configuration of the service mesh.

Sources of overhead: Xiangfeng Zhu et al. [54] identified two predominant
sources of overheads. The first one occurs in HTTP/gRPC proxies (which parse
the data stream and collect metrics) where message parsing represents a major
part of the data processing. In this case, protocol parsing on its own is responsible
for 62-73% of the total overhead. The second one affects in particular TCP proxies
(which simply relay TCP segments), where most of the overhead appears from
inter-process communication (IPC) and socket write operations.

Comparison: Comparing those two sources of overhead globally shows that the
use of HTTP/gRPC proxies is globally more expensive than TCP proxies. More
precisely, HTTP/gRPC proxy increases latency by 185% and CPU usage by 92%,
while TCP proxy increases latency by 22% and CPU usage by 43%. This difference
is due to the parsing overhead of HTTP/gRPC protocol which represents the
majority of the total overhead for HTTP/gRPC proxies. TCP proxies do not face
this issue as they do not perform any parsing. Unfortunately, a parsing reusability
feature is not supported by Envoy. Such a feature would allow reusing the parsing
work that has been previously done across Envoy proxies and the applications.
According to Xiangfeng Zhu et al. [54], the gain of parsing reusability would be
considerable.

Optimizations: Most of the optimizations are therefore aimed at reducing the
overhead caused by IPC and socket write operations, which are the predominant
sources of overhead for TCP proxies. As HTTP/gRPC proxies are bottlenecked by
the protocol parsing, they may not significantly benefit from those optimizations.

Xiangfeng Zhu et al. [54] have ported optimizations in Envoy using kernel
features to reduce IPC and write operations overhead. The first optimization aims
at reducing IPC overhead and consists of using Unix domain sockets instead of
TCP/IP sockets. They are lightweight sockets that operate entirely within the
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kernel, which avoids the overhead of the TCP/IP protocol stack. The second
optimization focuses on reducing the socket write overhead. The idea is to enable
zero-copy and buffer reuse on write calls so that the data does not need to be copied
from the userspace to the kernel for each call. About the results, on one hand, the
Unix domain sockets allowed an average reduction of 0.71ms in latency and CPU
overhead from 107 to 91 CPU virtual cores for small messages (100 bytes). For
larger messages (4KB), the gain is less significant. On the other hand, the authors
obtained negligible performance improvement using the zero-copy feature for both
small and larger messages.

2.2 Accelerated networking solutions
As stated earlier, the goal of this thesis is to provide an acceleration of networking
for the communication between the proxies. This chapter provides an overview of
the different solutions that are considered to achieve such accelerated networking.

2.2.1 Kernel bypass networking
Kernel bypass networking (KBN) is an approach that intends to accelerate the
data transfers between user-space applications and network interfaces [52]. In
traditional networking models, data must pass through the kernel, which processes
data through a stack of components. This pipeline is responsible for latency
overhead, as it induces copies between the layers of the stack as well as context
switches. As shown in Figure 2.3, KBN is about getting rid of this layer which is
not intended for high performance.

Figure 2.3: Kernel bypass networking4

There are currently two main trends in kernel bypass networking :

• Software-based kernel bypass networking performs packet processing in user
space.

4Reprinted from a presentation for [52]
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• Hardware-based kernel bypass networking goes one step further and offloads
data transfer to specialized network interfaces.

2.2.2 RDMA as accelerated networking solution
In the context of this work, RDMA (Remote Direct Memory Access) was the first
solution considered to enhance performance by circumventing the kernel stack. It
is the main form of hardware-based kernel bypass networking [52].

We will now describe this technology, and summarize its use in the context of
designing highly performant key-value stores. This will showcase key elements at
stake when considering RDMA in the design of a system.

Overview: RDMA stands for Remote Direct Memory Access. This is a technology
that allows one computer to access the main memory of another computer, to
read/write data from/to it [24].

CPU bypass: By doing so, RDMA enables CPU bypass, that is, the remote
CPU is not involved in the transfer [26].

Kernel bypass: RDMA also achieves kernel bypass, preventing context switches
that have a cost in terms of CPU utilization and latency [16]. Therefore, this
technology can be used as the building block of communications that do not use
the networking stack mentioned before.

Zero-copy networking: As illustrated in Figure 2.4, not going through a net-
working stack also prevents copy operations between the layers. RDMA, therefore,
can achieve what is called zero-copy networking. The Figure also shows that RDMA
implies using specialized hardware, as the transport protocol is offloaded to the
network interface card (NIC).

Figure 2.4: Zero-copy networking and kernel bypass by RDMA5

5Reprinted from the slides of the course “High-speed and Programmable Networks” given by
Pr Radhika Mittal, at the University of Illinois at Urbana Champaign
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RDMA has been a hot topic for the last decade. It is known to have been
studied and deployed by many tech giants, such as Microsoft [51] [6], Alibaba [14],
and Facebook [41].

2.2.3 Fundamentals
We will now go through some fundamental concepts related to RDMA.

RDMA-capable NIC: RDMA requires the use of specialized hardware. It is
needed to take the transport layer away from the CPU, providing remote direct
memory access. Such NICs are called RDMA-capable NICs, abbreviated RNICs. In
the literature considered [6] [25] [48] [24] [26] [37], all the NICs used for experiments
belonged to the Mellanox ConnectX family.

Model: We will introduce the programming model applied when using RDMA [26] [24] [52]
[48]. Every program that uses RDMA needs to interact with the RNIC. It does
so by the intermediary of data structures, namely a queue pair and a completion
queue. A queue pair is made of a receive queue and a send queue. A program sends
requests to the NIC by posting them on one of those queues. Such an instruction
is called a work queue element (WQE). When a request is completed, a completion
queue element is created in a dedicated pair. Figure 2.5 illustrates the different
data structures at hand on each host.

Figure 2.5: Data structures for RDMA programming6

6Reprinted from the slides of the course “High-speed and Programmable Networks” given by
Pr Radhika Mittal, at the University of Illinois at Urbana Champaign
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Verbs: Let us discuss what are the actual instructions, named verbs, that can be
sent to the NIC. Two kinds of verbs are considered:

• Memory verbs

• Messaging verbs

Memory verbs allow to access the memory of a remote host, either to write to
it (WRITE verb) or to read from it (READ verb). The CPU of the remote host is
not involved, so it does not receive any signal for the completion of those operations.

Messaging verbs do not provide remote CPU bypass. The remote CPU is
involved here as the messaging verbs work in pairs: a RECV verb must first be
posted by the remote host. It contains a pointer to a memory region to which the
client can write. The client does so by posting a SEND verb, to write data to the
exposed memory position. When the SEND completes, the remote host receives a
notification so that it can then deal with the received data (and post a new RECV
to keep exposing the buffer if needed). Although the remote CPU is now involved,
kernel bypass remains for the service.

Semantics of memory verbs: Figure 2.6 explains the interactions that occur
with the data structures when posting a READ (1 −→ 2 −→ 3 −→ 4’ −→ 5’) or a
WRITE (1 −→ 2 −→ 3 −→ 4 −→ 5) after both hosts have initialized the RDMA support
and the required data structures (CQ, RQ, SQ). It implies a prior information
exchange between both hosts, which is typically done over a socket.

Figure 2.6: Memory verbs in action7

7Reprinted from [52]
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Let us review the semantics for both verbs:

• WRITE.

1. The application posts a WRITE to the SQ (−→it places a WQE).
2. The application notifies the local RNIC that a verb was posted.
3. The local RNIC fetches and executes the request.
4. It takes the data from user memory, and splits it into packets for sending

them to the remote NIC.
5. The remote RNIC receives the data and writes it into the remote memory.
6. Not on the Figure: the local RNIC puts a CQE in the CQ, not represented

here, for the application to poll it and acknowledge the completion. Note
that the application can use selective signaling to prevent such CQE to
be pushed on the CQ for S-1 consecutive verbs (S typically equals 128).
This only applies to the send queue.

• READ. The steps 1., 2., and 3. are redundant with the WRITE. As for 4.
and 5. (4’. and 5’. on the Figure) :

4’. The local RNIC notifies the remote RNIC to retrieve data from remote
memory

5’. The local RNIC places the data it receives into memory.
6’. Not on the Figure: the RNIC puts a CQE in the CQ.

Semantics of messaging verbs: Figure 2.7 explains the interactions with the
data structures during a sequence of SEND/RECV, after both hosts have initialized
the RDMA support and the required data structures (CQ, RQ, SQ). Host A creates
a buffer in which to write data to transmit to host B. Host B does the opposite,
creating a buffer to receive data from A.

Compared to that, the memory verbs do not involve the remote CPU, which
implies no CQE nor WQE at the level of the remote host. The remote NIC takes
care of retrieving or writing data to memory. That is why they are called one-sided
verbs, as opposed to messaging verbs which are referred to as two-sided verbs. The
difference is illustrated on Figure 2.8.
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Figure 2.7: Messaging verbs in action8

Let us explain the steps from Figure 2.7:

1. Before the SEND is posted on the other side, The application on host B posts
a RECV to its RQ (other verbs are posted to the SQ) (−→it places a WQE).

1’. Not on the Figure: the application notifies the RNIC that a verb was
posted.

2. The application on host A posts a SEND to its SQ.

2’. Not on the Figure: the application notifies the RNIC that a verb was
posted.

3. The NIC A processes the WQE containing the SEND, and sends data over
the network (splitting it into packets)

4. The NIC B receives this data, and puts it in memory, at the address indicated
by the WQE posted earlier in the RQ.

5. Once the transmission is completed, a CQE (completion queue event) is
created in the CQ. Application B can poll it to acknowledge the completion.

6. The same goes for the level of host A.

8Reprinted from [17]
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Figure 2.8: Flow for memory verb and messaging verb9

Transport modes: The type of RDMA transport can differ, being either con-
nected or unconnected. With connected transport, a connection is required between
two queue pairs. The two queue pairs communicate exclusively with one another.
With unconnected (or datagram) transport, one queue pair can communicate with
multiple queue pairs.

In addition to that, it is either reliable or unreliable. RDMA implementations
currently provide 3 possible transport modes: reliable connected (RC), unreliable
connected (UC), and unreliable datagram (UD).

Except for RC, those transport modes support only a subset of the verbs
introduced before. Table 2.1 shows the subset of verbs supported by each mode.

Verb RC UC UD
SEND/RECV ✓ ✓ ✓
WRITE ✓ ✓ X
READ ✓ X X

Table 2.1: Verbs supported by each mode

2.2.4 Implementations
There are two main technologies that provide RDMA support: Infiniband and
RoCE.

9Reprinted from [48]
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• Infiniband identifies a complete networking infrastructure used in HPC and
data center environments, that provides RDMA.

• RoCE stands for RDMA over Converged Ethernet. It is a protocol that
provides support for RDMA over Ethernet networks. It was brought after
the success of RDMA in HPC.

2.2.5 Performance
RDMA allows to reach higher throughput, lower latency, and lower CPU usage
for data transfers, compared to traditional networking using TCP/IP kernel stack.
Here are a few examples illustrating the potential of RDMA for those different
purposes :

• A survey by Microsoft that compared the performance of a latency-sensitive
system using either RDMA or TCP/IP and showed a substantial gain by
RDMA (quoted from the dedicated article: “99th percentile latencies for
RDMA and TCP were 90us and 700us, respectively”) [16].

• An implementation of Apache Storm using RDMA that achieved higher
throughput, lower latency, and lower CPU utilization compared to the kernel
networking stack [53].

• A RDMA-based implementation of the distributed TensorFlow system that
achieved a higher throughput compared to the TCP/IP stack, as well as
better CPU utilization [22].

2.2.6 RDMA-based designs for key-value stores
When learning about RDMA, we reviewed the literature dedicated to the design
of high-performance key-value stores based on the use of RDMA. This section
summarizes the different designs that were studied.

Key-value store [26]

A key-value store is a data structure that allows to perform the following operations:

• get(K): Retrieves the value associated with the key k, if any.

• put(K,V): Inserts the key-value pair K-V in the key-value store

• delete(K): Inserts the key-value pair corresponding to key K.
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In the implementations considered, one server hosts the data structure that is
queried by clients over a network. A key-value store is a popular service that is
often performance-demanding and used in large applications [42]. It explains the
interest in enabling RDMA for such systems [37] [26] [6].

Pilaf [37]

Pilaf is the oldest design that we studied. Pilaf implements the get and set
operations in the following way :

• Get: Client executes READs to retrieve a given key-value pair. At the very
least, a READ is needed to retrieve the index, then another to fetch the
actual data. This results in multiple network round trips. The remote CPU is
bypassed during such READs. The server stores two logical memory regions:
hash table entries (index), and area for storing actual key/value pairs.

• Put: Handled by the server: the clients send put requests to the server, which
inserts them in its in-memory store, and then replies to the client accordingly.
Messaging verbs are used here.

The transport mode used has to be reliably connected for RDMA READs.
Since it is not discussed in the dedicated paper, it’s likely to be the same for the
messaging verbs.

Figure 2.9 summarizes the design of Pilaf.

Figure 2.9: Pilaf design10

10Reprinted from [37]
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There is a risk of modification of the memory by the server while the client
performs READs. To deal with this situation, CRCs are introduced to make the
data structure self-verifying (if a concurrent modification is done while READ is
performed, the CRC verification will fail).

Hash table design: By default, the hash table was implemented using linear
probing. However, the number of READs to be performed to retrieve a given key
is concerning. The paper mentions the following result: When a hash table is 60%
full, the maximum number of probes (and therefore READ operations) can be as
high as 70. n-way Cuckoo hashing was used instead in order to account for this
concern.

FaRM [6]

Figure 2.10: Circular buffer for RDMA messaging11

As opposed to Pilaf, FaRM is a more general system than a key-value store. It
is a main memory distributed system, that exposes the memory of the machines of
the cluster as a shared memory. Applications can then use FaRM to manage this
memory through transactions, to allocate/free/read/write chunks of memory. A
distributed key-value store is also implemented on top of this system.

FaRM essentially uses one-sided RDMA reads to access data directly and RDMA
writes to implement a fast message-passing primitive. This primitive is based on a
circular buffer to implement a unidirectional channel. The buffer is stored on the
receiver, and there is one buffer for each sender/receiver pair.

In short, the receiver periodically polls the head pointer. It receives the message
when there is one. The head pointer is then incremented to poll other messages.
The sender uses WRITEs to put messages in memory at the tail pointer position.

11Reprinted from [6]
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Figure 2.10 summarizes this process. According to Aleksandar Dragojević et al. [6],
such a message-passing primitive using RDMA writes and polling outperforms the
more complex SEND and RECV verbs.

The sender maintains a local copy of the receiver’s head pointer and never writes
messages beyond that point. The receiver updates this copy through a WRITE. It
does so only after processing at least half of the buffer to limit related overhead.

Get: Get requests are completed using RDMA reads. Values can be inlined in
the hash table. That way only one READ is needed (but throughput is highly
reduced). Otherwise, two READs are needed.

Put: Clients post WRITEs, and servers notify clients of put completion by posting
another WRITE.

Hash table design: As for Pilaf, some effort was put into minimizing the number
of READs to complete get requests. Hopscotch hashing was implemented here.
This algorithm provides a guarantee that a key-value pair will be stored close to
the position that the key hashes to so that it can be accessed in approximately one
READ.

Herd [26]

Herd is a design that came after FaRM and Pilaf. It differs from them by trying to
minimize network round trips while using efficient RDMA primitives. Unlike Pilaf
and FaRM, it does not use RDMA READs, a choice that forces other prototypes
to adapt their key-value store design to minimize the number of READs needed to
complete a request, as one such READ induces one round trip. Instead, Herd uses a
mix of RDMA WRITEs and messaging verbs for implementing the key-value store
API (get, put, delete). Let us see how the request/response cycle is implemented
using RDMA verbs, independently from the kind of operation that is at hand.

Requests: The clients transmit their requests to the server’s memory using
RDMA writes over unreliable connected transport mode. The server allocates one
memory region to each client for them to do so.

Responses: The server sends its responses using SEND messages over a datagram
connection. After writing its request into the memory of the server, the client
allocates a buffer dedicated to the response using a RECV.
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Choice of using unreliable transport mode: This choice was made to perform
application retries instead of transport-level retransmissions. This provides faster
common case performance.

Choice of using SENDs instead of WRITEs: Scalability is the reason for
this design: for inbound WRITEs (from clients to server), little state is maintained
at the server NIC, as the server does not actually post verbs on those QPs. That
is not the case for outbound WRITEs, since the server actually posts WRITEs.
With connected transport, there are just too many QPs to handle. This bloats the
NIC cache. So the datagram mode is needed for outbound transport. This is the
reason for the use of SENDs.

2.2.7 Scalability of RDMA
When considering RDMA as an accelerated networking solution, the scalability
limitations of RDMA were studied.

Connection transport mode does not scale: As stated by Kalia et al. [23][25],
RDMA and in particular its one-sided operations suffer from scalability when the
number of machines and connections increases. Indeed, those operations require
using the connected transport mode, which creates a connection state for each
connection, that must then be cached in NICs. In case of a cache miss, the state
must be retrieved from the system memory through a DMA, which deteriorates
performance. This approach does not scale well for large clusters, as the memory
of the NIC is limited. In 2019, it was shown that improvements in NIC hardware
had not been able to mitigate the scalability limitations of the connected transport
mode [23].

Mitigations: To cope with this limitation, different approaches are explored in
the literature. One of them consists to limit the number of connections by limiting
the number of connections of a thread to each host and even sharing connections
between multiple threads [6]. This approach decreases CPU efficiency, as threads
contend for locks, and it limits parallelism (both at the level of the CPU and the
NIC [24]). Another trick used in the same article consists to increase the size of
the larger pages to limit the space needed to cache page tables, as the NICs were
lacking space for storing this information during the experiments. Finally, settling
for the unconnected transport mode is also possible, although it implies giving up
on one-sided verbs and reliable transport mode.

The scalability limitations of the connected transport mode led us to consider
multiple software-based KBN solutions.
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2.2.8 eRPC
eRPC [23] was the first KBN solution we considered outside of RDMA. It is a
library that implements an RPC that does networking in user space: there is no
system call or interruption. It is implemented on top of an unreliable transport
layer, such as the unreliable datagram mode provided by Infiniband, or UDP.

Its use avoids re-implementing a network stack specific to an application (services
provided in particular: congestion, low overhead, packet loss handling) and still
makes it possible to achieve comparable performances (in terms of message rate,
throughput, latency) to systems where the transport on the network is designed
in parallel with the application (which introduces a lot of complexity) and uses a
specific technology (RDMA, FPGA, programmable switch, lossless network).

The design of eRPC follows the principle: optimize for the general case. The
general case is sending small messages, on a network without congestion, and
where RPC handlers are short. Several optimizations for the general case are thus
implemented, improving the system’s performance.

Scalability: Unlike systems based on the connected transport of RDMA, the NIC
memory footprint of eRPC is independent of the number of nodes in the cluster.
This comes from a key design decision, that moves the connection management
away from the NIC. When using eRPC, the connection is rather managed by the
CPU. Managing connections at the level of the CPU brings advantages, as its cache
is typically larger. In addition to that, unlike NIC cache misses, CPU cache misses
are not served over the slow PCIe bus.

2.2.9 Sofware-defined kernel bypass networking
In this section, we discuss a few software-based KBN solutions that were considered
for the prototype development.

DPDK [5]

DPDK stands for Data Plane Development Kit. It is a set of libraries and drivers
to accelerate packet processing. It is the foundation of some of the solutions that
we considered.

28



To enable better performance, it brings the following key features [3]:

• The NIC drivers are run entirely in user space so that data is moved from
the NIC directly to a user buffer. Zero-copy networking is therefore achieved.

• Instead of using interrupts, a polling mode is typically leveraged to poll the
NIC and removes the overhead of processing interrupts.

mTCP [21]

mTCP is a user-space TCP/IP stack. In addition to the application thread, a
dedicated TCP thread is leveraged to perform packet processing. The application
and TCP threads communicate through a shared buffer, preventing system calls.
The TCP thread relies on DPDK or netmap, another packet I/O framework [3].

F-stack [11]

F-stack is a high-performance network framework developed by Tencent based on
DPDK. It comes up with an implementation of an accelerated TCP/IP stack.

lwIP [9]

lwIP is another TCP/IP stack that we describe in this section.

Introduction: lwIP is an implementation of the TCP/IP stack initially designed
for limited-resource devices such as embedded systems. Its main goal is to reduce
memory usage and code size, lwIP achieves this mainly with zero-copy networking.

Protocol layers and stakes: TCP/IP implementations are generally designed
in layers, where each layer is responsible for solving a part of the communication
problem. Using layers allows to abstract and extend easily the different parts of the
network protocol but they come with an overhead. Indeed, a chain of layers strictly
separated could imply more buffering and data copy, which may degrade the overall
performance in the end. We could separate such layers into two categories: the
lower-level layers and the application layer.

On one hand, lower-level layers are typically implemented in the operating
system kernel and have entry points to communicate with the application layer.

On the other hand, the application layer abstracts the view of the TCP/IP
implementation for the applications and has no access to the internal implementation
of lower-level layers.

Consequently, the application layer cannot take advantage of the mechanisms
of the lower-level layers (e.g. reusing buffers with frequently used data) to make
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optimizations. Furthermore, data copy is needed between the application and
lower-level layers.

Optimization: To overcome this limitation, lwIP breaks the strict separation
between the application and lower-level layers. More concretely, lwIP allows the
application layer to manipulate the buffer handling mechanisms of lower-level layers
in order to use more efficiently the buffers. Furthermore, lwIP proposes a shared
memory between layers which allows to avoid the cost of copies.

lwIP and accelerated networking lwIP is a stack for embedded systems, but
it can be ported onto Linux using DPDK for example. IX is the biggest project we
know about that does so [3] [2].

2.2.10 Differentiated services
In the context of multiple applications coexisting within the same NIC, hardware and
software KBN behave differently. Hardware KBN, in contrast with software KBN,
takes away the operator’s control over network-sharing policies such as prioritization,
isolation, and performance guarantees. It results in providing poor support for
multi-tenancy as it relies on the NIC alone to arbitrate among applications that have
potentially different needs. Software KBN does not suffer from that limitation as it
can still rely on the OS to ensure fairness and isolation between the applications. [52]

In Justitia, Yiwen Zhang et al. [52] studied the effect of multi-tenancy for
hardware KBN (e.g. RDMA) for three types of applications:

• Bandwidth-sensitive: Large messages are exchanged, there is a need for
high bandwidth.

• Throughput-sensitive: Small messages are sent in batches, there is a need
for a high number of messages sent per second.

• Latency-sensitive: Small sparse messages are sent, for which low latency is
needed.

As we could expect, applications of different natures have different needs and
there could be competition between them when coexisting on the same NIC. The
drawback with RDMA is that the OS is not able to interact with the applications
so we must completely rely on the NIC to properly isolate the applications from
each other.

The challenge is therefore to prevent one type of application from hogging all
NIC resources when coexisting with another application. If no proper isolation
is provided, the performance of an application could degrade for the benefit of
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another. Yiwen Zhang et al. [52] made experiments to establish which type of
applications does and does not support cohabitation, as shown in Figure 2.11.

Figure 2.11: Applications isolation results12

Analysis: We observe that as soon as there is a bandwidth-sensitive application
using the NIC, isolation is not guaranteed between the applications. However,
throughput-sensitive applications and latency-sensitive applications are properly
isolated from each other if no bandwidth-sensitive application coexists with them.
No proper isolation implies that performance loss occurs for at least one of the
coexisting applications.

To understand this result, we have to take a look at the NIC shared resources.
We are interested in two shared resources. The first one is the link bandwidth which
is mainly consumed by bandwidth-sensitive applications for issuing large DMA
requests. The second shared resource is the execution throughput which is mostly
used by throughput-sensitive applications to send small DMA requests in batches.
On the other hand, latency-sensitive applications do not consume intensively those
two resources as they send sparse small messages. When those two shared resources
compete, there could be contention, resulting in lower performance.

For bandwidth-sensitive and throughput-sensitive applications cohabitation,
performance loss occurs due to the link bandwidth hogging (for bandwidth-sensitive)
and execution throughput hogging (for throughput-sensitive). For latency-sensitive
applications, performance loss occurs as they can be blocked by large messages of
bandwidth-sensitive applications due to HOL (Head-of-Line) blocking.

Throughput-sensitive and latency-sensitive applications do not compete with
each other as they consume different resources.

To allow isolation between applications of different natures without performance
loss, Justitia [52] proposes a software layer between the applications and the NIC
resources, whose goal is to prevent resource hogging and allow fairness while
maximizing utilization.

12Reprinted from a presentation for [52]

31



2.3 Conclusion
We have seen that service meshes support micro-services by managing cross-cutting
concerns at the level of the proxies. We then learned about different forms of
accelerated networking. In the further sections, we will explain our contributions
and ideas to enable accelerated networking at the level of the service meshes and
their proxies.
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Chapter 3

Contributions

In this chapter, we present the contributions of our thesis. First, we put the context
in which our optimization fits, the goals we want to achieve, and the choices we
made. Then, we discuss the implementation of the RDMA-based transport layer,
without integration into Envoy. Finally, we tackle the integration of the RDMA
prototype in Envoy.

3.1 Context
Before we move on to the design of our optimization, it is important to first describe
the context in which it fits. Let us consider the following typical situation: two
micro-services communicate through two proxies. The micro-services will often
communicate using some protocol above TCP (HTTP, gRPC,...). A socket is
just an abstraction that represents a TCP/IP connection to the application using
it. Since micro-services and their dedicated proxies share the same host, they
communicate over the loopback interface. In short, each service exchanges data
with its proxy through a dedicated TCP connection. The proxies relay the data
exchanged through an inter-proxy TCP connection.

Opportunity for improvement: The situation described previously provides
room for optimization. Let us look at the communication taking place between
services when using a service mesh, as illustrated in Figure 3.1. The communication
on the network is now handled by a pair of proxies (Envoy in the Figure).
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Figure 3.1: Overview of the networking when using a service mesh1

When a peer sends some data through the TCP connection/socket, this data
will go through the TCP/IP stack. Each layer induces some overhead:

• A copy of the data is created whenever moving to an inferior layer.

• The processing associated with each layer of the stack is managed by kernel
code, whose use induces interrupts and context switches.

The same goes for when a peer receives data (the layers are just traversed from
bottom to top in that case). So, traversing the stack has a cost in latency. Note
that the use of such a stack has also a cost in terms of CPU utilization. The
foundation of this work is to enable cutting-edge networking technologies for inter-
proxy communication. By doing so, we would replace the standard TCP/IP stack
with a kernel-bypass networking technology. This is an alternative to traditional
kernel networking, that can offer superior performance capabilities. That feature
can be illustrated as going from Figure 3.2 to Figure 3.3.

1Reprinted from a CNCF presentation - “Accelerating Envoy with the Linux Kernel”
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Figure 3.2: Initial situation

Figure 3.3: Final situation

Kernel-bypass networking (KBN) solution choice: The solution we consid-
ered to replace the kernel TCP/IP stack is RDMA (remote direct memory access).
In short, this technology enables direct access to the memory of a remote machine,
bypassing the usual kernel networking stack along the way. Unlike other KBN
solutions, it can also bypass the remote CPU.

However, we needed to address various concerns before going further:

• Practicality: RDMA has stronger hardware requirements than software-
based KBN solutions. We were not sure we would have (sufficient) access to
such resources for development.
−→ We received access to the Grid5000 infrastructure [15] which offers the
possibility to work with an InfiniBand network infrastructure. Our prototype
is not compatible with RoCE (the main alternative to Infiniband) as it relies
on a library developed for Infiniband that was never ported to RoCE2.

2https://github.com/claudebarthels/infinity/issues/9
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On the other hand, DPDK-based solutions are not that practical to set up as
they require an additional NIC fully dedicated to them.

• Complexity: Kalia et al. [24] highlight how hard it can be to use RDMA
efficiently for a given application. While it is intriguing to explore the
possibilities of applying this technology to the sidecars in a service mesh,
independently of the application, we felt it was a bit early to immediately
address efficient RDMA programming.
−→ We discovered the Infinity library [18], a lightweight C++ RDMA library
for InfiniBand. It provides a simple API that lowers the entry barrier to
RDMA, which allowed us to implement our own RDMA prototype more easily.
As for software-based KBN solutions, the different solutions we considered (F-
stack [11] and mTCP [21]) did not prove easier to manipulate in comparison
to RDMA. Some alternatives were not tested as we discovered them later
during our work [51] [50] [2].

• Scalability limitations: One of the concerns about RDMA (at least its
reliable connected transport mode) is its scalability in a microservices context.
−→ Although we considered alternative KBN solutions to cope with that
limitation, we encountered difficulties achieving performance improvements.
Either because of issues in deploying these solutions (mTCP is not main-
tained anymore, and F-stack is also lightly maintained), or because of more
fundamental issues (we considered a DPDK-based implementation of lwIP on
Linux, whose improved performance was unsure compared to kernel TCP3).
While running into those difficulties, we learned about Justitia [52], which
gave us another idea to mitigate the scalability limitations described earlier:
use RDMA opportunistically. Instead of making all proxy-to-proxy communi-
cations use RDMA (its reliable connected mode more precisely), which would
cause cache trashing upon scaling to tens of nodes as discussed earlier, we
could instead make use of the global view that the control plane benefits
from, in order to allocate RDMA channels only to communications tagged as
critical within the infrastructure. This could be communications powering
latency-sensitive data flows for example, or communications along the critical
path of a request in a micro-services architecture.

• Performance: Hardware-based KBN (e.g. RDMA) further lowers latency
and CPU usage by at least one order of magnitude compared to software-based
KBN (e.g. DPDK) [52].

3https://github.com/yasukata/tinyhttpd-lwip-dpdk/issues/2
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Proxy choice: Envoy is the proxy implementation we chose to work with because
it is highly customizable, extensible, and modulable. Furthermore, Envoy is a large
and mature project that is maintained by a large community, which could answer
our questions when we were looking for help. Another project that we considered
is Linkerd, a proxy developed in Rust. But we stayed with our choice of Envoy for
the ease of the programming language and the more active community. A proxy
such as Envoy can be used for various purposes but we will focus on using Envoy
as a sidecar proxy in a service mesh as shown in Figure 3.4. In this setting, each
service communicates across the network through its sidecar Envoy proxy.

Figure 3.4: Envoy as a sidecar proxy4

4Reprinted from https://www.solo.io/topics/envoy-proxy/
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3.2 RDMA prototype
We now discuss the implementation of the RDMA prototype. To do so, we first
introduce Infinity, a library that was used for developing the prototype. Secondly,
we explain the implementation and its variants. Finally, we discuss possible
improvements for the prototype.

3.2.1 Infinity
Infinity [18] is a C++ RDMA library for InfiniBand networks. It lowers the entry
barrier to RDMA programming by abstracting a lot of the boilerplate away from
the programmer and simplifies the development of RDMA-based communication.
It provides support for both types of RDMA verbs (one-sided and two-sided). This
library took away the complexity concern that we expressed earlier about RDMA
programming. We will now review some key objects/methods and how they map
to the programming model of RDMA that was introduced earlier.

QueuePairFactory and QueuePair: QueuePairFactory is an object that man-
ages the creation of queue pairs (represented by the object QueuePair). The two
main methods involved in that process are the methods acceptIncomingConnections()
and connectToRemoteHost(). Those methods operate in pairs: connectToRemoteHost()
is executed on one host, while acceptIncomingConnections() should be executed
on the other host. This allows the creation of queue pairs on both hosts that are
exclusive to one another. We are therefore limited to the connected transport mode.
By default, the reliable transport mode is fixed but it can be changed to unreliable
easily. For setting up the connected transport between the queue pairs, the library
relies on a dedicated TCP connection to exchange metadata for setting up the
canal.

Buffer and RegionToken: Buffer is an object that represents a memory region
exposed to RDMA. It can expose memory to the remote machine where it can
write data. The method createRegionToken() should be called in that case. On
the other host, the corresponding RegionToken object is used as a reference to
the remote memory used when performing RDMA operations such as write for
example). It is then used in conjunction with a Buffer object where the application
writes data to be passed to the remote host.

RequestToken: Request Token is an object used to represent a verb that was
posted on the queue pair for which a completion event will eventually be inserted
in the completion queue. The method waitUntilCompleted() is used to wait for
that completion event.
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3.2.2 Design and implementation of FaRM-based protocol
On a high-level view, the goal of our prototype is to replace the TCP socket with
an RDMA-based communication that provides some improvement. The main goal
that was pursued when designing this prototype was the achievement of low-latency
communication. To do so, we first tried to mimic the fast message-passing primitive
designed in FaRM (or fast remote memory [6]).

Overview: Before going into details, we provide a high-level view of the prototype.
For doing so, we focus on moving data in one direction without considering low-level
details for now, as shown in Figure 3.5.

Figure 3.5: High-level view of transport in one direction

When moving data in one direction, the following events occur:

1. A thread responsible for sending data to the remote host, namely the writing
thread, writes the data to transfer in a local buffer, as well as some useful
metadata.

2. That local buffer represents a copy remote buffer exposed by the remote host
through RDMA. The writing thread requests the NIC A to propagate the
written content to the remote buffer

3. NICs A and B exchange the content written over a network, as well as
metadata to be able to place the transferred content in the remote buffer.

4. NIC B writes the content into the remote memory.

5. A thread responsible for receiving data on the remote host, namely the polling
thread, looks up the remote buffer and notices the transferred content.

Events highlighted in yellow on Figure 3.5 are programmed in the prototype
itself. The described sequence is repeated whenever the writing thread receives
new data. It goes the same way in the other direction.
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Connection and channel establishment: From now on, we will describe
our prototype in more detail. We will first explain how the RDMA channel is
established. We use the methods
acceptIncomingConnections() and connectToRemoteHost() of infinity to estab-
lish the RDMA channel. We do so for both directions, which results in two queue
pairs by direction. The connectToRemoteHost() was updated to implement retries
when the other host is not yet listening on the expected TCP port. In addition to
that, for each direction, one host exposes a buffer located in its memory, while the
other host creates a copy of that buffer locally. The buffer exposed and its copy
will be used for the data transfer.

Data transfer: Let us see how data can be moved in one direction only, as
the same logic is applied to both directions. First, the remote host has to expose
memory to the local host. This memory is split into segments, as shown in Figure
3.6.

Figure 3.6: Remote memory as a sequence of segments

A segment is structured the following way: the payload field comes first, and is
followed by a length field of two bytes, as well as a control field of one byte. The
segment structure is illustrated in Figure 3.7.

Figure 3.7: Structure of a segment

Let us see how this table of segments is managed, both on the local and the
remote host:

• On the local host, a writing thread writes the data in the remote memory.

• On the remote host, a polling thread retrieves the data written in the remote
memory

Writing thread: This thread executes the following sequence in a loop:

1. It retrieves some data to send (from a socket for example).

2. It checks whether it is allowed to write data in remote memory yet. It loops
on that stage until it can.
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3. It writes the data in remote memory by filling the next segment (it loops on
the segments of the remote memory, that constitute a circle).

Segment Writing Check: To prevent the writing thread from overwriting
unconsumed segments, we need to monitor the receiver’s progress. This involves
creating a control value denoting the last segment available for the writing thread,
which the receiver updates and the sender reads. We considered two methods for
managing this value:

• The value is kept on the receiving host. The sender polls memory through
a dedicated READ when it reaches the control value limit. As the receiver
processes the written segments, it updates the value in its memory.

• The value remains on the sending host. Here, the receiver performs a
WRITE to update the control value on the sender’s side during segment
processing. The sender can then reference the control value in its memory
before writing a segment. To minimize overhead, the receiver posts a WRITE
only after processing half of the buffer.

We have implemented both methods. The second mimics the design of FaRM
more closely, offering the advantage of an unblocked writing thread if the receiver
processes written segments quickly. In contrast, the first method requires the
writing thread to read the remote control value at least once per buffer round.

Read-write races: As discussed by Mitchell et al. [37], there is a risk of read-
write races when a process reads a memory written by another process, even if
one of the two operations is done through RDMA. A read-write race occurs when
a program tries to read data from a memory that is being written by another
program at the same time.

To cope with that issue, we have introduced a self-verification feature. A xor
duplicate of the control value is stored alongside the original in memory so that
both values are read or written together. A read value is only deemed valid if the
duplicate matches the xor of the control value; otherwise, the process retries in
order to prevent read-write races.

Segment written: Filling the segment involves writing content into a local buffer
and then pushing it to the remote host using a WRITE verb. The content written
is as follows:

1. We use a copy operation to append the data at the end of the payload field.

2. We adjust the length field to denote the number of data bytes in the segment.

41



3. We set the control field to 1, signaling the server to identify the message by
polling this specific byte.

By appending the data at the end of the field, we can concatenate the written
content, thereby transferring fewer bytes to the remote host. An alternative
approach involves waiting until we have enough data to fill the payload. However,
this could negatively impact latency, unless implemented opportunistically [24].

Position of Length and Control Fields: We place the control field at the end
of the segment due to the nature of our setup, where bytes written by WRITEs
propagate in increasing address order. This is common among many NICs [6].
Consequently, the final byte modified on the remote host when a segment is
produced is the segment’s last byte itself. By positioning the control byte at the
segment’s end, we ensure the entire segment is written to the remote memory.

Selective Signaling: We employed selective signaling when posting WRITE
verbs, which implies that the local NIC does not push completion events for the
majority of WRITE verbs. It only does so for one in every S WRITEs posted
(typically, S is set to 128). This method reduces the overhead associated with these
events [26].

Polling Thread: The polling thread continuously runs the following sequence:

1. It inspects the control byte of the next segment to see if a segment has been
produced, looping until a segment is indeed produced.

2. It fetches data from the produced segment and passes it to the application
consuming the data, such as through a socket.

3. It updates its writing limit. If the difference between the current limit and
the previously written one surpasses a specific threshold, it writes this new
limit to the remote host’s memory (assuming we consider the control value is
located on the sending host).

3.2.3 Limitations
The establishment of RDMA channels in both directions requires the exchange of
information along 2 TCP connections, which results in a higher establishment time
of the channels compared to that of a TCP connection. A simple mitigation would
consist of only using one TCP connection. Going further, a simpler protocol on
top of UDP could be developed to lower the overhead even more.
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While we used the reliable transport mode for our prototypes, there may be
potential for improvement by managing loss at the prototype level and taking advan-
tage of the lower overhead of the unreliable transport mode. This approach would
optimize the common-case scenario, as losses are rare in data center networks [23].

3.3 Envoy integration
In this section, we discuss the integration of our RDMA prototype in the Envoy
proxy. First, we explain the general principles of Envoy. Secondly, we describe our
methodology and the goals we want to achieve. Then, we go into the details of the
integration. And finally, we discuss the limitations of our design and how it could
be improved.

3.3.1 Concepts
Before moving to the technical part, we explain some important concepts of how
Envoy proxies work.

Filter chain: The main building blocks of Envoy proxies are filters. Basically, a
filter is a component that intercepts incoming data, processes it, and forwards it to
the next filter in the chain5. Figure 3.8 illustrates a filter chain and how data flows
through the proxy.

We explain below the steps occurring when a downstream client wants to send
data to an upstream server through an Envoy proxy (we follow the “read path”
shown in red in Figure 3.8):

• Step 1: The proxy has first to accept the downstream connection. Data
coming from that connection is then intercepted by the listener filter (it is by
default the first filter in the filter chain) and forwarded to the next filter in
the chain.

• Step 2: The received data then passes through the chain of intermediate
filters, which can process and modify the data.

• Step 3: The final filter in the chain is a terminal filter that will create a
connection with the upstream and forward the data to it.

The data flowing from downstream to upstream follows the “read path”. As
we are interested in bidirectional communication, the upstream should be able to
respond to the downstream. In this case, the data will follow the “write path”,

5https://blog.envoyproxy.io/taming-a-network-filter-44adcf91517
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as illustrated in blue. Note that data received from the downstream is stored in
a “read” buffer while the data received from the upstream is stored in a “write”
buffer.

Figure 3.8: Filter chain and data flow in Envoy proxy

Intermediate filters: In addition to the listener (first filter of the chain) and
the terminal filter (last filter of the chain), we are interested in the filters in
between. Those intermediate filters in the chain are generally used to modify the
received data, reshape the traffic, collect statistics, provide rate limiting, enable
load balancing, and serve many other purposes. Intermediate filters in Envoy are
highly customizable which makes them a good choice to implement our RDMA
feature using them. In our use case, we focused on “network” filters which allow to
manipulate TCP payloads of the received data as well as their metadata.

3.3.2 Methodology
In our thinking process, we started from an initial situation and established areas
for improvement from that situation.

Initial situation with TCP/IP stack: We consider Figure 3.9 as a starting
point.
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Figure 3.9: Initial setup

We have a client (downstream) and a server (upstream) communicating bidi-
rectionally through their dedicated proxies. For one client connection, a total of
three TCP connections are created (one between the client and the downstream
proxy, one between both proxies and one between the upstream proxy and the
server). If we start from the client and follow the read path in red (downstream
to upstream, used for the client requests), the downstream proxy listener first
intercepts the client’s requests and passes them to the tcp_proxy filter. Secondly,
the tcp_proxy will forward those requests to the upstream proxy (through TCP
for the moment). Similarly, the upstream proxy listener will receive those requests
and passes them to tcp_proxy, which will finally forward them to the server. The
same principle applies to the write path in blue (upstream to downstream, used for
the server responses), but now this is the tcp_proxy which intercepts responses
from the upstream, passes them to the listener, and the latter forwards them to
the downstream. Again, both proxies execute this sequence of events.

Objective: We are interested in replacing the TCP connection between both
proxies by using RDMA instead of the TCP/IP stack. The goal is to take advantage
of the RDMA technology to obtain better performance (especially in terms of
latency).

3.3.3 RDMA Integration
We will now discuss in detail the integration of our RDMA prototype on Envoy.
First, we propose a view of our considered design to integrate RDMA in Envoy,
then we discuss some implementation details.

Design overview: In Figure 3.10, we show the high-level view of the design we
considered.
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Figure 3.10: Considered design overview

We implemented the prototype using our own implementation of intermediate
filters (named “sender” and “receiver” filters), that we place between the listener
filter and the tcp_proxy filter. Those intermediate custom filters will now be
responsible for performing the data transfer between both proxies through RDMA.
Consequently, the TCP connection between both proxies created by the tcp_proxy
filter will now act as a signaling connection. More specifically, it will only be used
to signal initialization and closure of the connection between proxies but no data
transfer will occur on it.

Design detailed view: Figure 3.11 shows a more detailed view of our custom
sender and receiver intermediate filers. We will explain the different steps of the
data transfer occurring from client to server. Once again, we start from the client
and follow the path of the requests to the server. In our explanation, we suppose
that TCP and RDMA channels have already been established (more details about
RDMA channel initialization are given in the next section). But to get a better
understanding of the steps, it is important to know that when a downstream TCP
connection is accepted by the proxy listener, multiple threads and buffers are
created. More specifically, 4 threads and 2 buffers are spawned in each of our
custom filters.

We describe below the different roles of the threads (illustrated in Figure 3.11):

• read_callback_ thread/write_callback_ thread: This is a thread
created by Envoy. On one hand, the read_callback_ thread is responsible
for intercepting data coming from the listener filter to the sender filter. On
the other hand, the write_callback_ thread is responsible for intercepting
data coming from the tcp_proxy filter to the receiver filter.

• RDMA polling thread: This is a thread spawned manually and used in
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both filters. It is responsible for polling data through RDMA from the other
proxy.

• RDMA sender (i.e. writing) thread: This is a thread spawned manually
and used in both filters. It is responsible for sending (i.e. writing) data
through RDMA to the other proxy.

• Downstream sender thread/Upstream sender thread: This is a thread
spawned manually. On one hand, the Downstream sender thread is responsible
for forwarding data from the sender filter to the listener filter. On the other
hand, the Upstream sender thread is responsible for forwarding data from
the receiver filter to the tcp_proxy filter.

We then describe the roles of the synchronization buffers (illustrated in Fig-
ure 3.11):

• Sending buffer: This buffer contains data that has been received from the
downstream and has to be sent upstream.

• Receiving buffer: This buffer contains data that has been received from
the upstream and has to be sent downstream.

Now that we explained the important concepts of our custom filters, we will
present the steps that occur in the path of a client request going to the server. The
steps are ordered by reading Figure 3.11 from left to right.

• Step 1: First, we are on the downstream proxy. The request data is
intercepted by the listener and forwarded to the read_callback_ thread.

• Step 2: The read_callback_ thread puts the data in the sending buffer.

• Step 3: The data is eventually picked from that buffer by the RDMA sender
thread and sent through RDMA to the upstream proxy.

• Step 4: We are now on the upstream proxy. The RDMA polling thread
receives that data and places it in its sending buffer.

• Step 5: The upstream sender thread eventually picks that data in the buffer
and forwards it to the tcp_proxy filter.

• Step 6: The tcp_proxy filter sends the request data to the server.

For server responses, the path is symmetrical to the one for requests. Conse-
quently, the exact same principle applies to them but in the other direction.
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Figure 3.11: Detailed view of sender and receiver filters
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Phases: Three different phases occur when the client wants to send requests to
the server.

• RDMA channel initialization: The following steps depict the RDMA
channel initialization phase and are illustrated in Figure 3.12. To establish
the RDMA channel between both sender and receiver filters, we need to
establish two RDMA connections, one for each direction.

– Step 1: As soon as a client connects and starts sending data to the
downstream proxy, the proxy’s sender filter creates an RDMA client that
asks to connect to the RDMA server of the upstream proxy’s receiver
filter. The RDMA client will connect using the destination address and
port+1 of its signaling TCP connection (created by tcp_proxy).

– Step 2: On the upstream proxy’s receiver filter, an RDMA server
listens to the source address and port+1 of its signaling TCP connection.
Once the RDMA server accepts the RDMA client, the downstream-to-
upstream RDMA connection is established.

– Steps 3 and 4: Similarly, to establish the upstream-to-downstream
RDMA connection, the upstream proxy’s receiver filter will create an
RDMA client which will connect to the RDMA server of the downstream
proxy’s sender filter using the destination address and port+1 of its
signaling TCP connection.

– Step 5: As both RDMA connections have been established, the bidirec-
tional RDMA channel between both proxies is now functional and data
transfer can occur on it.

Figure 3.12: RDMA channel establishment

49



• Data transfer: As the RDMA channel is now established, one thread of the
custom filter is dedicated to RDMA polling, another thread is created for
RDMA sending, and a third one allows to forward the data to the client or
the server (client if downstream proxy, server if upstream proxy). This is the
situation depicted in Figure 3.11.

• Connections closing: When the client or the server closes the connection
with its associated proxy, all connections related to the communication of
the client-server pair, as well as the RDMA channel, must be closed. This is
represented by Figure 3.13.

Figure 3.13: Connection closing

We also considered half-closed connections where one part of the connection
does not send anymore but still can receive data. When both sides have
finished sending their data, the connections need to be closed. To do this, we
use an inactivity timeout that tells whether the buffers are empty for a fixed
period of time. If it is the case, we can proceed to close the other part of the
connection.

Improved design: Our current design suffers from a high IPC (inter-process
communication) due to the management of the 3 POSIX threads spawned manually
(downstream/upstream sender, RDMA sender, and RDMA polling threads) in the
sender and receiver filters for each client-server pair. Indeed, in the current setting,
each of these threads either puts or gets data to/from a shared buffer (as shown
in Figure 3.11). Hence the need for synchronization, which creates a potential
overhead. As explained in section 2.1.3 and by Xiangfeng Zhu et al. [54], IPC
represents a major source of overhead for TCP proxies.

To reduce the IPC overhead of our Envoy prototype, the idea would be to
only spawn manually one thread, the RDMA polling thread, and get rid of the
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downstream/upstream sender and RDMA sender threads, as well as the sending
and receiving buffers.

If we focus on the sender filter of the downstream proxy, getting rid of the RDMA
sender thread and sending buffer implies moving its work to the read_callback_
thread. After doing this, each time the read_callback_ thread will receive data
from the listener (through the callback onData()), this data will immediately be
sent through RDMA to the upstream proxy, without previously needing to put it
in the sending buffer.

Still on the sender filter of the downstream proxy, to get rid of the receiving
buffer and the upstream sender thread, we move the work of this thread inside
the RDMA polling thread. Afterward, each time data is polled from the upstream
by RDMA polling, it will immediately be sent to the client. It avoids the cost of
putting the data in a receiving buffer and later on sending it to the downstream
client within a dedicated thread.

For the receiver filter, the same principle applies but in the other direction.
This improved design is illustrated in Figure 3.14.

Figure 3.14: Improved design

In the Evaluation section, we include a benchmark of this modified version of our
prototype named rdma write (write ctl) 0 lock.
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Chapter 4

Evaluation

In this section, we evaluate and compare the performance of our RDMA prototypes
and the default TCP-based communication in Envoy. The performance is evaluated
on a real application commonly used in service meshes, memcached.

Here are the research questions we want to answer in this evaluation section:
What shape of statistical distribution characterizes the response time of the different
prototypes under varying workloads? When evaluating the latency, we are especially
interested in the tail of the distribution. How do our different prototypes compare
to each other in terms of performance? Does this comparison depend on the
workload considered? What is the maximum number of concurrent requests over
a connection that the prototypes can handle before experiencing performance
degradation? What is the overall stability of the prototypes? Are our custom
prototypes adjustable, and what influence does altering certain parameters have
on their performance?

Regarding the structure of the section, we first conduct experiments to compare
the different prototypes in terms of latency and proceed to an in-depth analysis
of our results. Secondly, we explore the impact of tuning some parameters on our
best RDMA prototype. Finally, we draw conclusions.

4.1 Prototypes comparison
In this first evaluation, we first explain the experimental setup in which we conducted
our experiments. We then present our results comparing the performance of our
RDMA prototypes with Envoy tcp_proxy in terms of latency.
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4.1.1 Experimental setup
System configuration: Before entering into the system configuration details,
we introduce some tools and the infrastructure we used in the setup. We conducted
our experiments on the Grid’5000 [15] platform. Grid’5000 is a large-scale and
flexible testbed for experiment-driven research in all areas of computer science, with
a focus on parallel and distributed computing including Cloud, HPC, Big Data
and AI. To represent a server to query, we deployed an instance of memcached [35],
a high-performance, open-source, distributed memory caching system. It offers a
key-value store interface [42].

More specifically, here is the complete configuration description:

• Reservation of 2 grimoire nodes1 with the following hardware characteristics:

– CPU: Intel Xeon E5-2630 v3 (Haswell, 2.40GHz, 2 CPUs/node, 8
cores/CPU)

– Memory: 128 GiB
– Network:

∗ InfiniBand, configured rate: 56 Gbps, model: Mellanox Technologies
MT27500 Family [ConnectX-3], driver: mlx4_core

• One node hosts the client and its dedicated Envoy proxy. The second node
hosts a memcached instance and its dedicated Envoy proxy.

• The client can send SET operations to the memcached instance to add a
new key-value pair. Or GET requests to retrieve the value associated with a
specific key.

• The connection between both Envoy proxies either uses RDMA (if the proxies
run on top of our RDMA prototypes) or TCP (if proxies keep the default
Envoy tcp_proxy filter).

This configuration is illustrated in Figure 4.1.

Goal: The main goal of this first evaluation is to measure the latency experienced
by the client using our RDMA prototypes and Envoy tcp_proxy, and compare
their performance.

Performance metrics: The metric we will study is latency (response time).
1https://www.grid5000.fr/w/Nancy:Hardware#grimoire
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Figure 4.1: System configuration

System parameters: System parameters are parameters that influence the
performance but are “fixed”. For instance, it can be the CPU load, memory usage,
and the network connection. These are depending on the hardware characteristics
that we described previously.

Factors to study: Factors are the parameters that we can vary during the
experiments. In our study case, we can vary the number of clients and client
threads, the number of concurrent requests the client can send at a time, the size
of the client’s payload requests (data size), the time of each experiment, the size
of the RDMA payload, and the size of the circular buffers used in our RDMA
prototypes.
In this first evaluation, here are the factors we fix:

• Number of clients = 1
• Number of client threads = 1
• RDMA payload size = 1500 bytes
• RDMA circular buffer size = 200 entries
• Experiment time = 60 seconds

Note that we chose these specific RDMA payload size and circular buffer size values
based on the results of the second evaluation (section 4.2).
And here are the factors we vary and their possible values:

• Client request data size = [between 10 and 100 bytes (chosen randomly),
between 100 and 1000 bytes, between 1000 and 10000 bytes]

• Number of concurrent client requests = [1, 10, 100]
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Workload generation: To simulate a client and generate load, we used the
memtier_benchmark tool [36]. It is a command line utility developed by Redis for
load generation and benchmarking NoSQL key-value databases such as memcached.

Evaluation technique: We run the memtier_benchmark for all combinations
of factors defined above and repeat each experiment 5 times to be able to study
variations in the results.

RDMA prototypes: Here is a review of the different RDMA prototypes that
we evaluated:

• rdma write (write ctl): It is our baseline protocol. The writing (i.e.
sender) thread gets data from a synchronized circular buffer, the polling
thread updates the control value in the writing machine through a WRITE,
and it places the data it polls in a synchronized circular buffer.

• rdma write (read ctl): Compared to the baseline, the control value is
retrieved by the writing thread itself through a READ.

• rdma send/recv: It follows the same threading model as the baseline but
this prototype uses messaging verbs over the reliable connected transport
mode. Its design was kept simple, as we wait for each SEND to complete to
ensure in-order delivery of the data.

• rdma write (write ctl) 0 lock: Compared to the baseline, the threading
model is modified as synchronized circular buffers were all removed from the
data path. It is the “Improved design” prototype discussed in section 3.3.3
of the Contributions chapter. In other terms, this prototype only keeps
the RDMA polling thread from the baseline prototype, so it removes other
threads and all synchronized buffers.

• rdma write (write ctl) 1/2 lock: Compared to the baseline, the threading
model is modified as synchronized buffers were removed from the receiving
side. In other terms, this prototype only keeps the RDMA polling and RDMA
sender threads from the baseline, so it removes the downstream and upstream
sender threads and associated buffers.

4.1.2 Results
We first show plots comparing the different prototypes when fixing the number of
concurrent requests along the connection (simult_req) and varying the data size of
the client’s requests. We are interested in the latency distribution, which is studied
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by measuring the tail latency (99th and 99.9th percentiles) and median latency
(50th percentile).

We then look up the evolution of the tail latency over time for each implemen-
tation to ensure that our prototypes are stable.

We finally show the evolution of the maximum latency over time, to illustrate
the latency overhead for the establishment of the RDMA channel.

Fixed number of simultaneous requests

For 1 simultaneous request: Figures 4.2, 4.3 and 4.4 compare multiple latency
percentiles for the different prototypes with the specified parameters while varying
data sizes.

Figure 4.2: Median latency for 1 concurrent request and different data sizes

In Figure 4.2, the median latency shows that RDMA prototypes all perform
better than TCP proxy. The prototypes that were freed from synchronized buffers
achieve a better performance. Indeed, rdma write (write ctl) 0 lock reduces latency
of about 25% compared to TCP for all data sizes. In a sense, we observe that the
smaller the number of synchronized buffers, the better the performance.

To take the analysis a step further, we measured that the time elapsed between
pushing data and popping the same data from one such buffer takes around 5 µs
(measured as percentile 50). As such overhead is replicated 0 times (for 0 lock
prototype), 2 times (for 1/2 lock prototype), or 4 times (for other prototypes) per
request-response cycle, the results achieved are consistent with this analysis.
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Results do not show a difference in performance between the two different
control mechanisms (read and write ctl). Here, by control operations, we refer to
the strategies implemented to guarantee that the writing thread does not overwrite
segments that have yet to be consumed by the polling thread. We explain the
non-varying performance by the combination of two elements that make the impact
of control operations insignificant:

• Control operations are rare: As the polling thread can keep up with
the writing (i.e. sender) thread, READ and WRITE variants respectively
produce one or two control operations by rolling of the buffer, so that the
overhead is amortized over many transfers.

• Control operations overhead is negligible: Those operations terminate
in less than 10 µs (typically 2 or 3 µs according to our measurements).

The send/recv protocol reaches similar performances as the other prototypes that
are also using synchronization buffers. We would have expected lower performance
as the implementation is synchronous (the completion of the current verb posted
is waiting before moving on to the next transfer). As for the control operations,
the send operations take little time to complete (median value equal to 2 µs for
all considered workloads), so the synchronous latency penalty may be too limited
with regards to the total latency to be demonstrated in our experiments with
memcached.

Those observations stay true for the other percentiles, that evaluate the tail
latency (see Figures 4.3 and 4.4).
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Figure 4.3: p99.9 of latency for 1 concurrent request and different data sizes

Figure 4.4: p99 of latency for 1 concurrent request and different data sizes
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For 10 simultaneous requests

Figure 4.5 shows that our RDMA prototypes are still performing better than TCP
for small and medium data sizes, but the difference is less significant than for one
simultaneous request at a time. Again, there is no major difference in performance
between rdma write (write ctl), rdma write (read ctl) and rdma send/recv. Our best
RDMA prototype (rdma write (write ctl) 0 lock) achieves a reduction of latency of
about 20% for the median latency for small and medium data sizes compared to
TCP. For the largest data size, the gain is limited to a reduction of around 10%.
The gain is also visible for the tail latency. For bigger data sizes (1000-10000 and
100-1000), the very end of the tail latency (as the percentile 99.9) is much worse
than for tcp_proxy when it comes to the prototypes using synchronization buffers.
Different elements could contribute to that degradation:

• The duration of a lock: As copy operations to the buffer take more time
for bigger data sizes, they increase the duration of lock operations overall,
which increases the contention for accessing the synchronization buffers.

• The number of locks: As bigger data results in the transmission of more
segments, the number of push and pop operations on the synchronized buffers
over the same time period is increased, which also increases the contention
for accessing the synchronization buffers.
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Figure 4.5: Latency percentiles for 10 concurrent requests and different data sizes
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For 100 simultaneous requests

For 100 simultaneous requests, Figure 4.6 shows that TCP performs better than
our RDMA prototypes for all data sizes. The only exception is for the rdma write
(write ctl) 1/2 lock prototype, which seems to reach a slightly better performance
than TCP for percentiles 50 and 99.

This showcases a limit of the rdma write (write ctl) 0 lock prototype, which
was outperforming others in previous workloads. Indeed, when no separate thread
is dedicated to transferring data through an RDMA channel (which would be the
work of the RDMA sender thread), the code dedicated to transferring data is moved
to the Envoy’s callback onData(). As a reminder, this callback is called when
Envoy receives new incoming data through the TCP connection established with
the listener. Using this callback to transfer the received data through RDMA may
block the trigger of new callbacks to onData() while data is still being transferred
through RDMA. For this workload (100 simultaneous requests for data size between
10 to 100 bytes), this flaw degrades the performance even more than having another
thread and a synchronization buffer for intercommunication (for the percentiles 50
and 99, that is). For the percentile 99.9, rdma write (write ctl) 1/2 lock prototype
encounters a similar performance drop compared to other prototypes that rely on
synchronization buffers.

In addition to this flaw, the integration model induces copies to a buffer dedicated
to sending/receiving data over the RDMA channel, which represents an additional
overhead.

Finally, the RDMA channel relies on one queue pair for each direction. In order
to leverage different processing units at the level of the NIC [24], multiple queues
pairs might have been considered for the data transfer.
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Figure 4.6: Latency percentiles for 100 concurrent requests and different data sizes
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Stability

Compared to TCP, our best RDMA prototype (rdma write (write ctl) 0 lock)
remains stable for workloads considered in Figures 4.7, 4.8 and 4.9, which show
the tail latency (evaluated as latency percentile 99.9) over time. Other prototypes
encounter a few peaks related to the management of the synchronization buffers.
We do not observe such peaks for the other percentiles considered.

Figure 4.7: p99.9 of latency over time for workload of 1 request for data of size
10-100 bytes
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Figure 4.8: p99.9 of latency over time for workload of 10 requests for data of size
100-1000 bytes

Figure 4.9: p99.9 of latency over time for workload of 100 requests for data of size
1000-10000 bytes
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Slow start

In Figures 4.10 and 4.11, we observe that for the first second of the data transfer, the
maximum latency of our best RDMA prototype is way above maximum latencies
observed later during the transfer.

This is explained by the establishment of the RDMA channel, which is done over
2 subsequent RDMA connections that are created only when the first data arrives
in our custom filter (this is a limit of our Envoy integration). This results in huge
latency values (above 200ms typically) for the first segments, as the channel must
first be established. TCP does not experience such a slow start. For clarity, results
are only shown for our best RDMA prototype (the one without synchronization
buffers), as other prototypes encounter similar slow starts.

After the canal is established, the maximum latency levels of our prototypes meet
our expectations and compare to TCP in a similar way to the latency percentiles
considered earlier. A question that may arise is whether we considered the first
second of the transfer in our measurements and the plots previously shown. We
have indeed taken it into account as we argue that the overhead induced by the
slow start only affects a small fraction of requests over a one-minute transfer and
thus does not significantly impact the estimation of the latency percentiles (at least
for the percentiles 50 and 99).

Figure 4.10: Maximum latency over time for workload of 1 request and data of size
10-100 bytes
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Figure 4.11: Maximum latency over time for workload of 1 request and data of size
10-100 bytes, limiting latency range for the y-axis
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4.2 RDMA parameters tuning
In this second evaluation, we explore the possible influence of parameter tuning on
performance. Compared to the previous evaluation, we will only make measurements
on our best RDMA prototype (rdma write (write ctl) 0 lock), and tune the RDMA
payload size and RDMA circular buffer size.

4.2.1 Circular buffer size tuning
Factors to study and hypothesis: Every factor value remains the same as in
the first evaluation (section 4.1) except that we now vary the RDMA circular buffer
with sizes of 200, 500, 1000, 50000, and 10000 entries. By default, the RDMA
payload size is set to 1500 bytes.

We assumed that a bigger circular buffer size would prove beneficial for workloads
sending lots of segments at the same time, so we put our focus on the workloads
made of 100 concurrent requests, for which our RDMA prototypes were not showing
the best performance. Having a larger buffer size would allow the writing thread
to write more segments before having to wait for the polling thread to update the
control value.

Results: Yet, no significant performance difference has been observed between
different values of circular buffer size for all percentiles of the workload shown in
Figure 4.12.

We explain this by the ability of the polling thread to keep up with the writing
thread so that the writing thread does not get blocked most of the time. This
would then make the additional entries of the circle useless.

For the other workloads, we do not observe a significant difference in perfor-
mance either. As adding more entries to the circle does not seem to improve the
performance, we chose to keep the smallest value (circular buffer size = 200 entries)
for comparing the different prototypes in the first evaluation (section 4.1).
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Figure 4.12: Vary RDMA circular buffer size for workload made of 100 concurrent
requests for rdma write (write ctl) 0 lock prototype
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4.2.2 Payload size tuning
Factors to study and hypothesis: Again, every factor value remains the same
as in the first evaluation (section 4.1) except that we now vary the RDMA payload
size with values of 100, 500, 1500, 3000, and 10000 bytes. Based on the circular
buffer size tuning, we set the buffer size to 200 entries.

We assumed that a larger payload size for the RDMA segments would prove
beneficial for workloads that induce sending big payloads, preventing their frag-
mentation, so we put our focus on the workloads made of data sizes ranging from
1000 to 10000 bytes, for which our RDMA prototypes were struggling when dealing
with 10 and 100 concurrent requests.

Results: In Figure 4.13, we observe that there is no significant performance gap
between the different values of RDMA payload size, except for the smallest values
(100 and 500 bytes) for which a performance drop is observed with 100 concurrent
requests.

For other workloads, we do not observe a significant difference in performance
between the different values of payload size. As a result, we kept the value of 1500
bytes as the payload size of our segments for our experiments in the first evaluation
(section 4.1).
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Figure 4.13: Vary RDMA payload size for workload made of data whose size ranges
from 1000 to 10000 bytes for rdma write (write ctl) 0 lock prototype
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4.3 Conclusion
We will conclude this chapter by summarizing our observations and interpretations.

Our best RDMA prototype always performs better than TCP for 1 and 10
requests at the same time. And data sizes do not affect significantly the comparison.
Our best prototype reaches its limits for 100 requests at the same time.

The RDMA prototype which performs the best in all configurations is rdma
write (write ctl) 0 lock. As explained, the performance gain is due to the removal
of threads and synchronization buffers.

The use of READ instead of WRITE as control operation does not change
performance in a significant way. RDMA optimizations do not produce a significant
difference in general.

Our prototypes generally remain stable throughout the whole data transfer and
they suffer from a slow start due to the establishment of the RDMA channel at the
beginning of the transfer.

Tuning RDMA circular buffer size and payload bound does not affect significantly
the performance.

Regarding the obtained results, our RDMA prototypes benefit applications
dealing with a limited number of concurrent connections/requests and moderate
workload, but requiring very low latency. This is typically the case for latency-
sensitive applications.
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Chapter 5

Conclusion and future work

We leveraged RDMA, an accelerated networking solution, for inter-proxy communi-
cation. We developed a prototype for Envoy, the most commonly used proxy in
service meshes. We were able to observe a performance gain when benchmarking our
prototype against memcached, an application commonly used in a micro-services
context. Therefore, we allowed a non-modified application to benefit from an
advanced networking solution, which resulted in a performance improvement in
terms of latency. By doing so, we applied the philosophy of service meshes. Our
work sets the stage for a multitude of subsequent research opportunities, further
probing the use of advanced networking solutions like RDMA at the level of proxies,
ultimately benefiting untouched applications. Lots of potential areas of exploration
are revealed, and as we conclude this study, we will highlight several of them.

RDMA channel establishment: As described in Figure 4.10, the establishment
of the RDMA channel induces a huge overhead. We are able to evaluate our
prototype through benchmarking with a long-lived connection between a memcached
instance and its client, but this limitation prevents any performance improvement
along a short-lived connection. We can think of two ways of mitigating this issue:

• Reducing the overhead: At the moment, we exchange information for
creating the RDMA channel with two TCP connections (one by direction).
We would adapt the prototype to set up the RDMA channel along the default
TCP connection created by Envoy in our integration filter. Also, we wait for
the first data to arrive before setting up the channel. We could establish it
once the TCP channel is established.

• Reducing the occurrences of the overhead: We could reuse previously
established RDMA channels when connections towards previously reached
destinations arise. The overhead would therefore be limited to the first
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connection toward a destination. We could then imagine the establishment
of RDMA channels by creating dummy connections at the start of a cluster.

Real system benchmark: It would be interesting to evaluate our prototype
in a real micro-services architecture. For this purpose, Yu Gan et al. [13] propose
DeathStarBench, an open-source benchmark suite for microservices. DeathStar-
Bench has released 3 end-to-end services: Social Network, Media Service, Hotel
Reservation. For instance, the Social Network benchmark is composed of 36 unique
loosely-coupled microservices, communicating with each other via Thrift RPCs.
It uses well-known technologies such as NGINX (serves as frontend), memcached,
MongoDB, Redis and RabbitMQ.

Jóakim von Kistowski et al. [47] propose a smaller-size test application named
TeaStore. Basically, TeaStore emulates a basic web store for automatically gener-
ated, tea and tea supplies. It is composed of 5 different services which communicate
with REST. TeaStore can be deployed with Docker Compose or Kubernetes and
put under load with tools such as LIMBO HTTP Load Generator or JMeter™.

Benchmarking with more complex applications would allow us to show an
accumulated gain along a path of multiple optimized communications.

RDMA as a differentiated service: Inspired by the study of multi-tenancy for
RDMA hardware proposed by Justitia [52], we figured out we might use the global
view of the system that the service mesh infrastructure provides to use RDMA
opportunistically. This would consist in using RDMA channels only for some
high-priority messages: those that correspond to latency-sensitive applications for
example, or those that are sent along the critical path of the graph of API calls
of a given request as shown in Figure 5.1. Those high-priority messages would be
assigned some kind of tag that grants them RDMA access. As a result, it could
leverage the potential of the RDMA hardware while providing scalability.
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Figure 5.1: Example of critical path (green nodes) in a micro-service architecture2

About the service-to-proxy communication: Although this work considers
the optimization of proxy-to-proxy communication, let us consider for a moment the
service-to-proxy communication. As it occurs between two programs on one host,
the networking stack could be replaced by some mechanism that moves data from
one memory region to another one, instead of going through the whole TCP/IP
stack twice.

For Envoy, Cilium [4] already provides such an optimization leveraging eBPF,
which is transparent to the service. We could couple this optimization of the
service-to-proxy communication with our contributions to improving the proxy-to-
proxy communication. Note that communicating proxies can also be on the same
machine, so this communication could actually also benefit from an eBPF-powered
bypass of the network transfer.

Envoy prototype possible improvements: We identified some limitations in
our Envoy prototype that we describe below.

• Number of connections: The prototype establishes 5 connections per
client-server pair. More precisely, there is one TCP connection between the
client and the downstream proxy, two RDMA connections and one TCP

2Reprinted from
https://blogapi.uber.com/wp-content/uploads/2022/08/CoverPhoto.png
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signaling connection between proxies, and one TCP connection between the
upstream proxy and the server.

• Threading model: As a number of 3 POSIX threads per proxy are manually
spawned (downstream/upstream sender, RDMA sender, and RDMA polling
threads) for each client connection, the prototype does not support many con-
current connections because many threads are created. Furthermore, RDMA
polling consumes most of the CPU, which is even worse when considering a
large number of threads.
We tried to mitigate this limitation with rdma write (write ctl) 0 lock
prototype which reduces the number of threads and removes synchronization
buffers. But as shown in the Evaluation section, this prototype did not
perform better than tcp_proxy for workloads generating 100 requests at a
time.
In its official implementation, Envoy uses a more complex threading model
which consists of a thread pool of workers3. Their threading model helps to
deal with a large number of threads running at the same time and allows
managing them efficiently.

• Copies: When data arrives at the proxy, it is first copied in a circular buffer.
This induces an extra copy that we could not make up for with our integration
model.

To mitigate these limitations and further enhance the performance of our RDMA
feature, we argue that a complete integration in Envoy of our prototype would
be beneficial. An overview of the design of such an integration is illustrated in
Figure 5.2.

It would first consist of implementing a custom RDMA terminal filter (that
would replace the default tcp_proxy filter). That filter would be able to send data
through RDMA instead of TCP. Secondly, it would require modifying the built-in
listener filter, so that it would natively be able to receive data using RDMA. In
other words, it would be to create an RDMA listener filter that would replace the
default TCP listener.

In this ideal design, the signaling TCP connection between proxies of our
current prototype would not be needed anymore. Furthermore, this design would
allow reusing the existing threading model of Envoy and benefits from its built-in
mechanisms.

3https://blog.envoyproxy.io/envoy-threading-model-a8d44b922310
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Figure 5.2: Ideal design

The main challenge of this design is that it comes with an additional level of
complexity as it requires a very deep understanding of Envoy code base and its
mechanisms to modify the existing listener and terminal filter. That is why we did
not consider it, as a complete integration of RDMA in Envoy would be somehow
exaggerated for a Proof of Concept. So we left this for future work.

RDMA: We could be interested in implementing reliable transport on top of UC,
as it would remove some overhead. [26] In order to leverage different processing
units at the level of the NIC [24], multiple queue pairs might be considered for one
data transfer. We think this would prove beneficial for throughput-sensitive flows.
Finally, enabling unreliable datagram transport would provide an alternative to
connected transports with better scalability. [25] [23]

RDMA vs DPDK: We could be interested in integrating DPDK-based solutions
such as F-Stack or mTCP [21] into Envoy, and compare their performance and
scalability with RDMA. We could then move on to colocating multiple KBN
solutions to provide the best mix of both worlds. DPDK (data plane development
kit) is a set of libraries for accelerating packet processing.
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Appendix A

Source code

The complete code of our RDMA integration in Envoy can be found in the reposi-
tory: our fork of the Envoy repository. Our custom filter implementations can be
found in the source/extensions/filters/network directory. We also provide some con-
figuration file examples for a client and a server proxy (see the config_template_files
directory).

The code related to our experiments on Grid5000 and plots generation can be
found in the envoy-benchmark folder of the Grid5000-Helper repository.
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